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Speaker 1: There are very few areas artificial intelligence or machine learning has not 
touched by 2019. There are AI programs for so-called self-driving cars, for our 
daily shopping habits, for medical diagnostic scans, and even for poker, which 
makes now the time to ask the hard questions. What are the ethical 
considerations behind artificial intelligence? How, in short, can we make 
progress while ensuring the least amount of harm and the maximum amount of 
good? Today we dive into these subjects and more with Michael Kearns and 
Aaron Roth, authors of the new book, The Ethical Algorithm: The Science of 
Socially Aware Algorithm Design, who are professors in the School of 
Engineering and Applied Science at the University of Pennsylvania. 

Speaker 1: Joining that discussion is Lisa Miracchi, a philosophy professor in the School of 
Arts and Sciences who's applied her studies in epistemology and cognitive 
science to the analysis of artificial intelligence, and has also informed recent 
work of roboticists. 

Speaker 1: This podcast accompanies Penn Today's three-part series, Thoughts, Bias, and 
Binge-Watching: How AI Shapes Modern Life. In that series, [inaudible 00:01:14] 
Michelle Berger investigates how AI influences our decision-making and daily 
lives. Erica Brockmeier explores what AI is and the push toward a curious robot. 
And Brent Shaw reports on privacy concerns and algorithm fairness. 

Speaker 1: But here, we started a little on the lighter side by asking our guests about their 
favorite movie or TV show that touches on a fictional life with AI. 

Michael Kearns: Yeah, I generally find that the more I know about a topic, the less happy I am 
with popular treatments of it. 

Speaker 1: Oh, man. 

Michael Kearns: So whenever I pick up the New York Times, which generally I admire greatly. 
When it's on topics I know about, I'm wondering are the rest of the articles like 
this too. So I think this is one of the reasons I don't enjoy science fiction. 

Speaker 1: Yeah, yeah. 

Aaron Roth: Yeah. That's a really good answer. So now I'm embarrassed to say that I binge-
watched the Battlestar Galactica remake. 

Michael Kearns: There you go. 

Lisa Miracchi: I've been really enjoying Westworld. I've been really enjoying getting into the 
characters. 

Speaker 1: Oh, man. Your head could explode trying to make sense of that. 
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Lisa Miracchi: Yeah. 

Speaker 1: Well, mine's not a movie, it's a show. It's an anime called Psycho-Pass, this 
concept of a civil system that can identify who's more likely to commit a crime. 
So the whole society is kind of based around that. Super creepy. 

Speaker 1: So you two wrote a book about this, and Lisa, you wrote a paper about the 
considerations of AI's development. And you think about these sorts of big 
questions all the time, of course. What was it for all of you about AI that really 
sparked your interest, to begin with, on just a fundamental level? I'm just 
wondering about ... It's one thing to wonder about these questions, it's another 
thing to study it. So I guess I'm curious. 

Aaron Roth: I got interested in machine learning in college I was a math major and sort of 
turned off a little bit by the peer abstraction of math even though I really like 
mathematics. And around my junior year, I took a course on something called 
Learning Theory. We actually used Michael's textbook on the topic. 

Michael Kearns: He gets in a dig about my age there. 

Aaron Roth: And yeah, here was an area where you could sort of use rigorous mathematics, 
actually prove things about the process of learning, which I thought was 
fascinating. And so I spent my Ph.D. studying theory of computation and of 
machine learning. And then only more recently have I started, together with 
Micheal here, thinking about what turned out to be the topics of our book, 
which are sort of ethical considerations when you're building real learning tools 
that are going to do important things. 

Speaker 1: How about you, Micheal? 

Michael Kearns: Yeah, I mean, my training is very similar to Aaron in an earlier era. Being trained 
in math and computer science, I enjoyed those topics, and I actually liked the 
abstraction. But I knew going to grad school that I wasn't interested in many of 
the traditional, very engineering-focused applications of computer science. And 
at that time, people were starting to take a broader view of computer science 
and realizing that a lot of the same ways of thinking could be applied to natural 
phenomena, so things like learning, or AI, or evolution, or biology. And so that 
was appealing to me. It was very appealing to me to have this very disciplined 
rigorous set of ways of thinking, but to be able to apply those to natural 
phenomena. And I think that's how I became interested in machine learning. 

Lisa Miracchi: I am gripped by the question of how natural stuff in the world could create 
agents that have minds, that have their own goals, and interests, and emotions, 
and the full suite of life that we have. And so I'm interested in all sorts of agents 
with minds, including biological ones. But what I find so interesting, I find two 
things really interesting about studying AI from this philosophical perspective. 
One is that the robot has to work. The AI has to work. And the systems are 

https://www.rev.com/


Page 3 of 14 

simpler, but either the thing works or it doesn't. And so it constrains the 
problem in a way that I think is really fruitful, especially if, like me, you're 
thinking about the foundations of intelligence. How does intelligence get off the 
ground so to speak? So I find AI and robotics to be really fruitful areas to look at 
from that perspective. 

Lisa Miracchi: The other thing that I think is really exciting is all of the advances that have been 
made in AI technology over the last couple of decades. My training was very 
much in philosophy of computational cognitive science, and I think that needs to 
be updated. 

Speaker 1: That's a mouth full. 

Lisa Miracchi: Right. Yes. And so I think that needs to be updated given what we know now. I 
think the new tools that we have to play with practically need to be theorized 
about. I think there's a lot of work to do there. 

Speaker 1: Could you summarize your paper? You talk a little bit about artificial general 
intelligence and artificial minded intelligence. Can you just kind of summarize 
those concepts and what you were working on? 

Lisa Miracchi: Sure, sure. When we talk about intelligence, there are lots of different things we 
could mean. Right? Some people talk about human-level AI, which has to do 
with things like being able to play chess or go as well as a human or a 
grandmaster. But often, the systems that can do that are very specialized 
systems. Then there's artificial general intelligence, which is the idea of a system 
that can do many different kinds of things at a fairly high level, maybe not 
human level, but at least at a fairly high level. So that's one kind of intelligence 
we might be interested in that has been, in many ways, much more challenging 
than human-level AI for certain specialized tasks. 

Lisa Miracchi: Then there's what I like to call artificially minded intelligence. And I think this is 
a different concept because you could have an artificial system that can perform 
at a high level with respect to a wide variety of tasks, but intuitively wouldn't 
have a mind, wouldn't be like a mouse that can do a restricted set of things. It 
can do a lot of things, but it can't do a wide variety of things. But it has its own 
goals, it has its own interests. It moves around the world with purpose. And I 
think that, for me, is the core concept that I want to get at, this notion of what 
the philosopher Tyler Birch calls a psychological agency, which we can 
distinguish from these other concepts. 

Lisa Miracchi: That paper is about trying to understand what an AI research program hat was 
genuinely interested in minded intelligence, how that would be structured. And 
I argue against the sort of default mainstream way of thinking about things, 
which I call the definitional methodology, which assumes that before we start 
rigorous work, we have to identify mental kinds with computational kinds. Say 
perception with the output of a representation, or thinking with a 
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computational process. And instead, I think we should treat, as an empirical 
question, as the empirical question, what is the relation between computation 
and minded intelligence. And so then I give a framework for how to think about 
that. 

Speaker 1: So we're not at the ladder point? 

Lisa Miracchi: No, I think we're not. And I think a main reason why we have had such difficulty 
in building Westworld type Ais is that we haven't been thinking about the 
problem correctly. So this is a place where I think philosophy can be really 
helpful for actual AI practice on the ground. 

Speaker 1: Yeah, and I think that's kind of a good segue to something that I think is good to 
identify. What is the problem with AI as we know it and the current state of it 
right now that you would identify? 

Michael Kearns: I'm not sure what you mean by problem, but if you kind of follow the- 

Speaker 1: The media narrative would suggest that this is- 

Michael Kearns: The media narrative, right. 

Speaker 1: Whether it's right or not- 

Speaker 1: [crosstalk 00:10:18] 

Michael Kearns: If you're talking about those problems as opposed to problems of just 
performance, for example- 

Speaker 1: It's a big scary- 

Speaker 1: [crosstalk 00:10:25] 

Michael Kearns: There will be problems we don't know how to solve, and to people in the field, 
that's a problem. But if you're talking about the social issues, I think what we 
talk about in our book is the fact that the vast majority of AI and machine 
learning are very performance-driven. Right? So the canonical formulation is I 
want to do cat detection in images, so I want to solve the problem deciding 
whether a digital image does or does not contain a cat. The typical way of 
formulating that in machine learning is to just get a large set of images that you 
know have cats or don't and just minimize the error on those images and hope 
that it'll generalize beyond that. 

Michael Kearns: That's fine for something like cat images, but maybe when it's face recognition 
for humans, or deciding who to give a loan, or deciding what sentence a criminal 
should receive or whether they should get paroled or not, if you just optimize 
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for error, you might find that you're engaging in various moral hazards, for 
instance, discriminating against minorities or other groups that you might want 
to protect. And I think our view is that there is no mystery why this happens at a 
high level. It's simply because if you only ask to minimize error, you won't get 
for free these things like balance across racial groups, for instance. And you 
have to somehow explicitly take whatever social norm you're interested in and 
figure out how to actually kind of encode it into your algorithm and enforce at 
the algorithmic level. And that's what we try to describe methods for doing in 
our book. 

Speaker 1: And I guess certainly a big ethical consideration here is, I guess, placing blame of 
some sort on algorithms that are not ethical, however you would define ethical. 
So if there is an algorithm that's maybe discriminatory or biased I some way, 
that's unfair, how do you reconcile the blame? I imagine you go into that- 

Aaron Roth: Yes. That's one of the things that makes algorithms sort of distinct from other 
human artifacts. One of the discussions we have in the intro to our book is 
what's the difference. Why does it make sense to talk about an ethical algorithm 
when you would never talk about an ethical hammer? A hammer is a human 
artifact that could be used as an instrument of violence, for example. But you'd 
never think of that as a moral failing of the hammer, it would be a moral failing 
of the person wielding the hammer. And part of the reason why is it's very easy 
to attribute to the person wielding the hammer whatever damage he's done. 

Aaron Roth: But when you think about how machine learning works, the designer is several 
degrees removed from the actual artifact which is out there making decisions. 
Right? T designer will start with a dataset. Usually, it's a giant dataset with 
records of millions of people, each of which might have hundreds of thousands 
of features. And the software engineer building this tool might understand this 
dataset as well as anyone can understand this dataset, but that's not very well. 
And then he'll run some optimization procedure, usually something like 
stochastic or gradient descent which again, is some tool that works well for 
optimizing some narrow objective. And the software engineer doing this might 
understand this tool as well as anyone does, which is just at a very local level. 

Aaron Roth: And the output of this process is some model, which is the thing that might be 
intended to go out there in the world and actually start making decisions about 
these days, not just important financial decisions, who gets mortgages, but who 
receives bail. In the state of Pennsylvania, that's informed by learning 
algorithms. 

Speaker 1: And when you say a model, that is kind of synonymous with algorithm, right? Or 
at least- 

Speaker 1: [crosstalk 00:14:20] generally think of it. 

https://www.rev.com/


Page 6 of 14 

Aaron Roth: Exactly. And this is going to be an enormously complicated object. It might be 
like a vector of a million numbers. And at this point, the software engineer who 
built this thing, even though he was following best practices, even though he 
had no ... He wasn't explicitly encoding any kind of malintent into this thing, 
really just has no way of knowing in precise detail what this algorithm is going to 
do in every possible situation. And so it's hard to ... 

Aaron Roth: If this algorithm goes out and starts making mistakes in some systematic way 
that is harming somebody, or some group of people, you can't easily attribute 
that to any particular human being. And that's why it's important if you want 
algorithms to respect social norms, things like privacy and fairness, you have to 
figure out what you mean by those things in a precise enough to encode them 
directly as constraints into the algorithm. 

Speaker 1: So what happens whenever it's handed off to something that's maybe more 
commercial, and they have no idea how an algorithm was put together? And 
they're just sort of using it for consumer capitalist means. 

Aaron Roth: Yeah, it can be a big problem. There's now, many years of documented failings 
in which algorithms of this sort, for example, discriminate against racial groups 
wholesale in which they result in various privacy violations. Often, these 
algorithms that otherwise perform extremely well, allow the sort of external 
parties to extract like your data, the data that was used to train them. And if 
people using these algorithms don't understand them, then this is sort of an 
inevitability, and it's really hard to fight against without really understanding 
why it arises. 

Speaker 1: Do you think there's like a ... Oh, go ahead. 

Lisa Miracchi: I just wanted to elaborate on something that Aaron touched on that I think is 
really important. And that is that with these deep neural nets or these 
complicated machine learning systems, you might understand how it is when 
you start, but after you go through many, many, many iterations of learning, it's 
unclear exactly what parts of the system are responsible for the kinds of outputs 
that you're getting. And so we don't have a very clear understanding of when 
these systems will output errors, will make errors. And so explainable AI is one 
of the big questions, I think, go forward. 

Lisa Miracchi: That's a really important ethical question because if we have these systems that 
are making decisions, we want to understand not only that they'll succeed with 
a high probability, but we also want to understand the conditions under which 
they'll fail. And we want to understand how it is that they are outputting the 
results that they are outputting. And that's very difficult for these complicated 
systems. We don't have a good sense of how to do that. 

Michael Kearns: Yeah, and I think maybe the other important thing worth saying is that so all of 
these different social norms that we're talking about here, fairness, or privacy, 
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or transparency, or interpretability, or accountability, to varying degrees for 
each one of them, you can give some sort of reasonable definition or 
definitions. And then once you've done that, you're in principle and in position 
to design algorithms that obey those social norms. But this will always come at a 
cost. It will always come at a cost to, for instance, performance. 

Michael Kearns: So, in particular, if I say well, I want the most accurate face recognition system 
period, and you compare that too well, I want the most accurate face 
recognition system that I can, subject to the constraint that the performance on 
minority groups not be much worse than it is for the majority. That second 
problem, you're going to have worse accuracy. Right? It's almost a mathematical 
tautology because you're making the problem harder by adding this fairness 
constraint. 

Michael Kearns: And so I think one thing that society will have to reckon with soon is that it is 
possible to design algorithms that are socially better behaved in all of these 
ways, but performance is going to get worse. And so performance, for instance, 
in predicting criminal recidivism or your in-sentencing decisions, if you want to 
balance errors between two different racial groups, for instance, it might mean 
deliberately letting more guilty people go free or incarcerating more innocent 
people. Right? 

Michael Kearns: In privacy settings, if I demand privacy from my algorithms, it's going to come at 
a cost to performance. And so I think there's a frontier of debates coming that 
will need to be very domain-specific because the stakes matter. When Google 
makes a mistake in what ads it shows you, who really cares? Who's really 
harmed unless it's an offensive ad? If I make a mistake in predicting whether 
you're going to recidivate upon release from prison, that can have real costs. 
Right? 

Michael Kearns: And so I think we're just getting to the point where people like Aaron and I can 
describe to policymakers, regulators, legal scholars, et cetera, what these trade-
offs look like, not just in principle, but numerically. You can plot out curves that 
say for your particular application, here's the trade-off you face between raw 
accuracy versus let's say some notion of fairness. And then somebody is going to 
have to pick where you want to be on that curve. And those will be hard 
decisions. And a lot of regulatory agencies of the technology industry, finance 
industry, various consumer regulatory agencies are, I think, just beginning to 
think seriously about how, for lack of a better term, they can fight algorithms 
with algorithms. 

Michael Kearns: If the challenge is to, for instance, detect racial discrimination or bias in the ads 
that Google shows, as Aaron says, it's not going to work to have an army of 
people trying to look at search results. You need to automate. You need to 
automate the auditing process. You need to- 

Speaker 1: So you mean that very literally, having an algorithm- 

https://www.rev.com/


Page 8 of 14 

Michael Kearns: I literally mean it. Right? So there's sort of two-sided coin here, right? One is 
making algorithms better in the first place which, as I said, is possible but will 
come at a cost. The other is for regulators, for instance, to be able to detect that 
bad behaviors are occurring by algorithms, and that's an algorithmic challenge 
in and of itself. And it's a necessary challenge as Aaron was saying. You just can't 
have people do this stuff. Right? 

Michael Kearns: If you think back to the early days of the consumer internet when the early 
search engines like Yahoo actually had the small armies of people trying to index 
by hand all of the content on the web. It's like okay, we're going to build this 
ontology, and the top level topics will be news, sports, entertainment, 
whatever. And we're literally going to try to build, maintain, no. And that 
worked for six months, and then suddenly you needed automated methods to 
go out and index, and find stuff, and categorize it, and search it. And I think the 
same thing is going to happen with respect to detecting algorithmic 
misbehaviors. It's now at a scale where it has to be automated. 

Speaker 1: How do you future proof that though? 

Michael Kearns: I'm not sure- 

Speaker 1: And how do you know the moment when a norm has changed to update it or 
something? 

Michael Kearns: Yeah. I mean, underlying all of this are the very hard questions of what's the 
right definition of fairness to implement in an algorithm. And by the way, one 
piece of disturbing news about that is that there are very recent results showing 
that even entirely reasonable but different notions of fairness may actually 
conflict with each other. So I already mentioned well, in general, you should 
expect a trade-off between or a tension between accuracy and fairness. It's 
worse than that. You should actually expect tensions between different notions 
of fairness, so if you ask for more of one type of fairness, you may be forced to 
have less of another type. 

Michael Kearns: I don't think future proof is quite the right concept here, and things will be 
adaptive, and social norms will change. I'm less worried about that in the sense 
that if we decide that the definition of fairness in criminal sentencing should 
change, you can change the algorithms. Right? But there is a sense in which this 
kind of dynamic of algorithms making decisions that we might not be happy 
with as a society and other algorithms auditing them, there is a bit of an arms 
race aspect to it in much the same way that spam filtering is an arms race. Your 
spam filter learns certain rules to try to filter out spam, but spammers them 
perform experiments against those filters to figure out ways to slip by. 

Michael Kearns: And we talked about this also in the book, that kind of game-theoretic 
interaction if you like, between an algorithm and its overseers or its regulators. I 
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think that will always be present and there's nothing we can do about that. But 
we can make the algorithms themselves better and detect their misbehaviors. 

Aaron Roth: And to the question of future-proofing, just to be clear, the thing that we're 
advocating for is not a technocratic dystopia in which we hand off morality to 
machines. It's a collaboration between stakeholders, social scientists, 
philosophers, and computer scientists. The mathematical question is to figure 
out for particular precise notions of things like privacy and fairness, to what 
extent are they algorithmically achievable and what the trade-offs are. The 
important social questions, and this is something that's very domain-specific, is 
to figure out what it is you want to ask for and what trade-offs make sense in 
your application. Right? 

Aaron Roth: In a life or death medical situation, in predictive medicine, you might really 
prioritize accuracy over everything else. On the other hand, if we're trying to 
make money selling advertisements, we might prioritize privacy a lot more than 
raw predictive accuracy as a society. And these are the kinds of decisions that, 
of course, have to be made by human beings and stakeholders. The scientific 
question is, once you sort of figure out what it is you want to ask for, it's 
understanding what the space of possibilities is. 

Lisa Miracchi: Yeah, just to add two things to this discussion, one is that I think we've done a 
disservice in educating computer scientists and programmers in often operating 
with the assumption that what they're learning is somehow value-neutral. What 
Michael and Aaron are really talking about is that we program in values. We 
encode values when we're using these AI systems for the real world. And I think 
to zoom out from it and think about how it is that we're educating the people 
that we're training to do this work, I think this is a place where the humanities is 
a really, really important part of the whole project. And I think we should start 
thinking about, and people are, but I think we should really start thinking about 
seriously integrating ethical education, education about diversity into these 
training programs, especially given the under-representation of women and 
people of color and other under-represented groups in these fields. I think it's of 
special importance that we actively work to educate the people who are 
actually going to do this work. 

Lisa Miracchi: The second thing is that there's also a really interesting psychological 
phenomenon which we're starting to understand better, which is that when you 
have something like an algorithm, people think that it's somehow more 
objective, it puts out a more objective answer. And they don't understand the 
ways in which values are encoded. Like Michael was talking about, different 
conceptions of fairness are going to be included in the way in which the 
algorithm ends up working. And so one of the things that we really need to do is 
educate the public, educate people who are policymakers making these 
decisions about the extent to which very human decisions and values are being 
encoded in these products. And they're not value-neutral. 
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Speaker 1: Why do you think people are not more skeptical of the algorithms that they 
encounter in their daily life? 

Lisa Miracchi: There's a general trend towards thinking that if something is measurable or 
formalizable that it's less value-laden. I think in popular culture, we like to 
distinguish facts versus opinions as though opinions are things that couldn't be 
true or false. And I think one of the main epistemological challenges of our time 
is understanding the ways in which those two are very deeply intertwined. You 
can't separate trying to figure out what the facts are from values, including 
things like recognizing recidivism rates and so on. You can't separate those two, 
but culture assumes that we can. It's a very hard thing to break. 

Michael Kearns: And just getting back to the very good points that Lisa made just a second ago 
on this sort of perception that algorithms are somehow objective or value-
neutral. I would point at that for the cast majority of my career, there was truth 
to that statement in the sense that algorithms only recently started operating, if 
you like, on people and making decisions about people. Machine learning has 
been around for a long, long time, right? But in general, up until recently, the 
applications were kind of in science and engineering. It was like forecasting 
weather or forecasting movements in financial markets. And yes, financial 
markets are about people at the end, but you're not really making predictions 
about individual people and acting on them like should this person be admitted 
to this school, or what ad should I show them. 

Michael Kearns: And so I think once algorithms started making decisions that were directly about 
influencing individual citizens, then suddenly there's no such thing as value-
neutral anymore because your output is changing society and the outcomes of 
particular individuals. And so that's been a very interesting change in my career. 
You wouldn't have even thought about these issues when I was an 
undergraduate or graduate student, and now they're kind of all over. And I think 
it kind of started with the rise of the consumer internet, right? That's basically 
when individual people started generating data about their own behavior that 
could then be acted on by algorithms and machines. 

Speaker 1: So that's why, in the past five years, it would be more of a talking point? 

Michael Kearns: Exactly, yeah. And I think it'll only be amplified going forward. 

Aaron Roth: And I think this perception is changing. People are starting to be extremely 
skeptical of algorithms, to the extent that people still place undue trust in them. 
I think that's a failure of our educational system. People typically don't study 
algorithms or machine learning in high school. They take a math class and 
something like the quadratic formula. It is value neutral. I mean, it's just a truth 
about the world. 

Aaron Roth: And you might reasonably think something like well, you know, racism. Well, 
that's a human quality. And the way you would avoid discrimination is removing 
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people from the decision-making pipeline. You'd write down some sensible 
objective function just like make as few mistakes as possible. And you'd try to 
optimize that, which is what happens in machine learning. But if you know a 
little bit more about how it works, you realize that machine learning is 
extremely data-driven. For example, the more data you have about a problem, 
the better your predictions are going to be. And by definition, there's less data 
about minority groups. That's what it means to be a minority, there's fewer of 
them. 

Speaker 1: Right. 

Aaron Roth: And so it's sort of built into the methodology like if you do nothing else to 
prevent it, you will naturally get algorithms that make more mistakes on the 
populations about which there is less information. And again, maybe that's not 
like a huge deal if you're just trying to filter spam or something. But it starts 
becoming a big deal when you're deciding who gets mortgages and when you're 
deciding who goes to jail. 

Speaker 1: Do you think there are areas that we should just strictly say are off-limits for 
applying AI ethically? 

Michael Kearns: We talk about this towards the end of the book. Without taking a personal 
stand on this, I think many people feel that there are certain domains where an 
algorithm making the decision changes the nature of the decision itself. And 
even if an algorithm could make it more accurately, you want the moral agency 
that humans have behind the decision. One example that's often given is in an 
automated warfare. Right? Suppose using drones and algorithms we could 
much more accurately target enemies that we would like to assassinate, for 
example. 

Michael Kearns: But some people, I think, very reasonably find some moral aversion to having an 
algorithm make the decision to kill a human being, to actually autonomously 
make that decision, maybe not to support it and say I think this person is here, 
but to actually fully automate the process. Because even from the human being 
overall would make more mistakes in that decision, it's just important to have 
the responsibility, sort of the moral responsibility that I think only people can 
have making that decision. 

Lisa Miracchi: To go back to science fiction, there are all of these dystopian ... One dystopian 
trope is the idea that of a society that predicts that you're going to do 
something, and then punishes you, or incarcerates you, or does something like 
that before you've even done it. And that's a place where I think, from a 
philosophical perspective, one way of thinking about what's going on there is 
that we need to respect the agency and autonomy of individual people. To 
make the broader point, a limit of AI should be that we can't incarcerate people 
before we commit crimes. And more broadly, we shouldn't make decisions that 

https://www.rev.com/


Page 12 of 14 

are based on how we think people will act in ways where that fails to respect 
their agency and autonomy. 

Lisa Miracchi: And it's actually, I think, a really difficult question to distinguish what the okay 
kinds of prediction are and what these ethically impermissible kinds of 
predictions are. And I think that's something that we all should do a lot of work 
to think about and tease apart. 

Speaker 1: Is this maybe a cultural hazard too? I feel like we're in this moment of really 
wanting to be able to predict things right down to the BRCA gene to be able to 
prevent things. And it's almost like an addiction at this point to have that kind of 
knowledge. 

Lisa Miracchi: I mean, I think it's a very human desire to want to predict because that helps us 
understand and control the world around us. I think it's a deeply human thing. 
And so human rights need to be defended for a reason, and I think this is a place 
where our desire to control and predict our environment is coming up against 
some very deep basic human rights. And we're going to have to sort out, I think, 
in practice, what it looks like and to prevent serious violations from occurring. 

Speaker 1: Look, Ai and machine learning will continue to gobble up conversation space, 
and for a good reason. It continues to eat up more and more of our lives. We 
can't turn on a TV or open a social media app without seeing its influence. And 
innovators at Penn and elsewhere continue to put their minds to how to refine 
AI and yes, massage some well thought out ethic into programs that do 
everything from tell us what show to binge-watch to what course of treatment 
is best for our diagnosis. With that growth comes opportunity for betterment 
and continued dialogue and discourse about how we can improve AI and how AI 
can improve us. To know how that all shakes out, well, stay tuned. 

Speaker 1: And lastly, what gives you all hope about where the dialogue is right now and 
how we're just starting to talk about AI? 

Michael Kearns: Well, I mean, Aaron and I have done a lot of wondering. Needless to say, 
computer scientists are not the first people to think about fairness, and ethics, 
and morality. And I guess one thing I'm very hopeful about is just the dialogue 
I've had with regulators, economists, legal scholars, philosophers. There's still a 
big gap, but I think the interest coming from the other side in these issues is 
very real. Since Lisa is a philosopher, I'll tell an amusing story. My uncle was a 
philosophy professor for many years at Amherst College specializing in morality. 
You've never seen somebody with so many books with the words right and 
wrong on them in his library. 

Michael Kearns: When Aaron and I first started working on algorithmic fairness, we were also 
kind of learning about how philosophers and economists had thought about 
fairness in the past. We kind of thought that a particular technical definition of 
fairness in machine learning that we were studying was an instance of this 
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famous notion of Rawlsian fairness in philosophy. And so I thought well, who 
better to ask about that interpretation than my uncle? So I write an email to my 
uncle and I say, "Okay, here's the description of the technical definition and 
we're kind of thinking that this is an instance of Rawlsian fairness. What do you 
think?" 

Michael Kearns: And I thought I was asking a yes or no question, but instead, I got back this long 
email. It was like, "Well, on the one hand, you could view it this way, but here's 
a little example that shows that your model ..." and it went on. And by the time I 
finished reading it, there was a second long email from him. And this was very 
enlightening to me, and kind of educational because it kind of reminded me that 
A, there's this kind of gulf in ways of thinking and language. But also, it 
reminded me that okay, I'm thinking about a particular technical definition of 
fairness, and there's merits to being precise and technical about it. But he was 
also pointing out well, there's a lot of nuances that that technical definition, and 
I think by extension, any technical definition will necessarily miss. 

Michael Kearns: And so I think we have a long way to go, but just that kind of dialogue and the 
fact that I could learn something and he could learn something from it even 
though we thought about the problem in very different ways, I think was 
heartening to me. 

Lisa Miracchi: Yeah. I mean, I think so too. I think we have these technological tools that are 
really new, and powerful, and exciting. And I think we're at a point where 
people are realizing that we need all hands on deck, that these problems are 
deep and complicated. And so there is, I think, a general recognition in these 
communities that it's no longer weird for humanness and scientists and so on to 
sit down together and try and work through these very, very difficult problems. 
And so it's a very exciting time to be working on this stuff. 

Aaron Roth: Yeah, I think I'll just echo the same point. Whenever there's an interdisciplinary 
conversation, I've been involved in several of these over my career, there's 
always this language barrier, even in disciplines that you would think would be 
quite close related like theoretical computer science and theoretical economics. 
There's a language barrier to overcome. But there's lots of energy being poured 
into this now, so the number of workshops I've been to just in the last year in 
which legal scholars, and philosophers, and computer scientists are all, not 
always successfully, but at least trying to talk to one another is heartening. 

Aaron Roth: Here at Penn a couple of years ago, the law school ran a semester-long series of 
events called optimizing government in which people like us came and talked to 
a room full of legal scholars about machine learning and the things they were 
thinking about. They talked to rooms full of computer scientists about legal 
doctrine relating to different kinds of fairness. And not that we entirely 
converged, but I think everyone came out of those discussions happy and 
energized, so that's reason for optimism. 
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Speaker 1: This has been a special presentation by the University of Pennsylvania's Office of 
University Communications. To find the three parts of the Penn Today AI series, 
visit penntoday.upenn.edu. 
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